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Alcemy is one of the first venture-backed
startups that supports cement and
concrete producers in adopting machine
learning solutions at scale.  As a pioneer
for machine learning in the cement
industry whose technology has
demonstrated significant ROI in real plants,
our experiences may be useful to others.

In this paper, we  describe a machine
learning application utilizing Alcemy’s
predictive quality control, which we believe
promises enormous business value for
cement and concrete producers.  After
briefly explaining how Alcemy works and
what benefits it brings, we outline in detail
which data and processes are needed for
our system to work in practice.  Though
these requirements are specific to the use
case of predictive quality control, they
should provide insights into what plants
need to have in place to extract value
from machine learning systems. 

We hope to help producers understand
the benefits of machine learning and
prepare their plants so that they can
capture more value from their data,
become more sustainable, and stay
competitive in an increasingly complex
industry.

Cement production is one of many
industries where leveraging data and
machine learning will be critical to
maintain competitive advantage in the
coming decades.  Many processes in a
cement plant are highly repetitive and are
dependant on the expertise of skilled
employees who are becoming
increasingly hard to find. Cement plants
produce large amounts of well-structured
data that can be harnessed by machine
learning which would enable many
processes to become automated and
provide valuable insights  even though
conditions are always changing. It can be
applied to a wide range of tasks and
contribute to improved efficiency, higher
productivity and significant cost savings

Machine learning solutions can be difficult
to implement in real world scenarios and
as such often end up in "pilot purgatory"; In
large part due to companies
underestimating the resources required for
successful implementation within a real
production environment. Because
machine learning systems face
challenges such as messy data, 24/7
availability, ever-changing conditions, and
the need to constantly be re-trained, great
effort is required to design systems that
can deliver consistent performance.
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EXECUTIVE SUMMARY



Many things in our daily lives are powered by machine learning and artificial intelligence.
Even within the cement and concrete industry one can hardly find a conference or
magazine that does not cover these technologies. The potential of machine learning and
artificial intelligence within our industry is indisputable.

However, we have observed that many producers are not well prepared for the use of
machine learning applications. Despite vast amounts of data being generated,
producers lack suitable IT infrastructure and the consistency in data quality required for
successful machine learning. 

With this IT infrastructure, we want to share requirements as well as guidelines for data
collection to empower producers to use machine learning systems in the future.
Therefore, the first chapter explains how machine learning works, gives an outlook on use
cases in the cement industry, and describes the challenges associated with
implementation in real plants.  

Using Alcemy as an example, the second chapter aims to give readers a thorough
understanding how a good use case for machine learning looks like, and how data
collection processes and IT infrastructure need to be designed in order for machine
learning applications to work. The learnings from this chapter shall help producers to
understand how to approach machine learning in their own company.
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INTRODUCTION
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Alcemy is one of the first (if not the first)
venture-backed startups that supports
cement and concrete producers with
adopting machine learning solutions at
scale. We are a team of nine employees,
have seven paying customers in the DACH
region (Germany, Austria, and Switzerland),
and have been building our solution for the
last two years. 

Our first co-founder, Leo Spenner, is an
engineer whose family has run cement
plants for three generations. He has
consulted large corporates in the cement
industry while working with Boston
Consulting Group and researched carbon
capture/utilization and Model Predictive
Control in cement plants. He understands
the challenges cement producers face and
the circumstances in which their plants
operate.

Our second co-founder, Robert Meyer, has
a PhD in computational neuroscience and
built one of Europe’s most successful
machine learning and control theory
systems for Germany’s unicorn FlixBus; his
system sets hundreds of thousands of ticket
fares daily in a way that maximizes
revenues for Flixbus.

Our industry advisors include Dr. Martin
Schneider, CEO of the German Cement
Association (VDZ); Eckhard Bohlmann,
former Head of R&I at HeidelbergCement;
and Daniel Krauss, co-founder & CIO of
FlixBus.

ABOUT ALCEMY



Cement production is one of many industries
where leveraging data and machine learning
will be critical to maintaining competitive
advantage in the coming decades.  Many
processes in a cement plant are highly
repetitive and/or depend on the gut feel of
skilled employees who are increasingly hard
to find. At the same time, cement plants
produce large amounts of well-structured
data. Machine learning enables the
automation of many processes and the
retrieval of valuable insights from this data
despite ever-changing conditions in
plants.  It  can be applied to a wide range of
tasks and help drive improved efficiency,
higher productivity, and significant cost
savings.

Many are familiar with the phrases
“Software eats the world” [1] and “Data is
the new oil” [2]. Cement production is one
of many industries where leveraging
software and data will be critical to
maintaining competitive advantage in the
coming decades.

This is because most processes in a
cement plant currently depend heavily on
highly repetitive tasks, such as steering a
kiln, and/or the expertise of experienced
employees – two areas where machine
learning offers opportunities for improved
performance. Repetitive tasks are clear
targets for automation, but even tasks
seen as requiring human intuition are
usually outperformed by software and
data since they are unbiased and
available 24/7. Furthermore, skilled
employees are increasingly hard to find.

POTENTIAL BENEFITS OF
MACHINE LEARNING FOR
CEMENT PRODUCERS

IT infrastructure in cement plants is
typically based on traditional deterministic,
rule-based systems, but when the
requirements for the software change over
time (which is almost always the case in
cement plants), these systems struggle to
keep up. Machine learning software can
handle evolving systems because it
constantly learns from new data.

If used correctly, machine learning can be
applied to a wide range of tasks in a
cement company: for instance demand
forecasting, delivery scheduling, and
production automation. These yield
improved efficiency, higher productivity
and significant cost savings. A recent BCG
article [3] gives a helpful overview of use
cases for cement producers. It is
important to note that machine learning is
not meant to replace process control
systems like Siemens PCS7, traditional
software applications like SAP, and human
experience. Rather, machine learning
systems can complement them with
insights retrieved from collected data.
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Cement production is one of many industries
where leveraging data and machine learning
will be critical to maintaining competitive
advantage in the coming decades.  Many
processes in a cement plant are highly
repetitive and/or depend on the gut feel of
skilled employees who are increasingly hard
to find. At the same time, cement plants
produce large amounts of well-structured
data. Machine learning enables the
automation of many processes and the
retrieval of valuable insights from this data
despite ever-changing conditions in
plants.  It  can be applied to a wide range of
tasks and help drive improved efficiency,
higher productivity, and significant cost
savings.

The craft of retrieving knowledge from
data is alternately referred to as
knowledge or data mining, data science,
(predictive) analytics, pattern recognition,
or machine learning. We use 'machine
learning' as it best reflects the process of
learning from data, e.g. learning to control
a system. In control theory, rules are
developed based on physical and
chemical characteristics of processes,
whereas in machine learning rules are
extracted from data and constantly re-
trained, with few restrictions on the
function that is learned. In contrast to
static physical or chemical models, this
enables machine learning methods to
remain up-to-date even in systems with
high variability, e.g. changing
configurations of a mill over time.

There are two different phases in machine
learning: training and prediction. In the
training phase, a function f(x) =  y  is
learned. Here, x is the input data, which are
usually measurements of samples taken
over time, and y are the target variables to
predict. For example,  x  could be particle
size analyzer (PSD), x-ray fluorescence
device (XRF), or x-ray diffractometry
device (XRD) measurements of cement
samples and y could be the compressive
strength or water demand. For a machine
learning system to learn the function f(x),
each datapoint x_i must be accompanied
by a target variable y_i. A dataset
containing pairs (x_i, y_i) is called a
labeled dataset.

WHAT IS MACHINE
LEARNING?
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In the prediction phase, the function f(x) is
used to make forecasts on the unknown
target variable y. For predictions to be
accurate, it is important that the labeled
data used during training are as accurate
as possible, i.e. have a high signal-to-
noise ratio. Furthermore, the datasets used
during training and prediction should be
as similar as possible, so related
experiments should be carried out with the
same setup and configuration.

Machine learning becomes particularly
relevant when the target variable is of high
interest, either because it can only be
obtained in the future or because it
requires high manual effort to obtain.
Predictions of the target variable can
enable better decision making, either by
humans or in an automated fashion where
software suggests optimal process
parameters.

CHALLENGES OF
DEVELOPING REAL-
WORLD MACHINE
LEARNING SOLUTIONS
In the real world, digital manufacturing
and machine learning solutions are still in
their infancy and are often difficult to
implement. It is a long way from a simple
proof-of-concept (POC), to a prototype,
to a pilot, to software that works in a real
production process (Figure 1). Each step
requires more resources and different
types of engineers and product owners.



The second cause is particularly relevant
for machine learning software. To move
our own solution from POC to production,
our team grew from one machine learning
engineer to seven engineers specialized in
data engineering, development - & IT-
operations, artificial intelligence, and
frontend engineering. Finding and
retaining such talent is no small challenge.

The third cause is perhaps the least
obvious for employees in the cement
industry, but in our experience it plays the
biggest role in a company’s decision to
either use an external supplier or attempt
to develop their own solution. 

Recent Google research [5] shows that
“only a fraction of real-world machine
learning systems is composed of machine
learning code,” as represented by the
small black box in the middle of Figure 2.
However, without these extensive support
systems, machine learning systems simply
don’t work in the real world. This is due to
challenges such as messy real-time data
and needing to operate 24/7 while also
continuously evolving.

In practice, most initiatives do not move
past the pilot stage. McKinsey calls this the
pilot purgatory, where “companies have
many initiatives underway, but are not
seeing significant bottom-line benefits”
[4]. McKinsey has identified three causes
for the pilot purgatory:
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Figure 1:  Common steps and
relative costs associated with
bringing a machine learning
POC into production [7]

1. Technology-forward instead of
business value-backwards

thinking

2. Inability to hire the required
talent

3. Underestimating the complex IT
infrastructure necessary to bring

solutions into the real world 

The first cause is common in large
engineering-driven corporates, especially
in German speaking countries. In this
scenario, employees develop novel
technologies for novelty’s sake, rather than
try to find ways to solve “hair on fire”
problems with immense business value.



Messy real-time data
Datasets for POCs can be cleaned
manually by domain experts who find it
easy to spot which samples are abnormal
and should not be used for training.
Typically in production systems you would
not find a domain expert at hand who
would spot abnormalities within the data
which in turn prohibits the system to work
at scale. Typos, outliers, and missing
values are extremely common and will
harm the training process significantly if
not identified correctly.

Currently, our customers’ processes are
often not fully automated. Data is partly
entered by humans and the systems for
information management are outdated,
leading to an increase of the
preprocessing complexity. Therefore every
real-world machine learning system
needs a thorough preprocessing pipeline.
Without one, we would have to reject over
50% of samples we receive from
customers. Thanks to our preprocessing
pipeline, which uses machine learning to
detect abnormal samples and predict
missing measurements, we are able to
use all of them.

24/7 availability
It is extremely difficult to ensure 24/7
availability for a variety of reasons. For
example, the fact that real-world machine
learning systems depend on real-time
data poses the following challenge:
unexpected data or missing data can lead
to system failure, for example when real-
time data is no longer provided due to a
system outage. Many of these systems in
cement plants will be mission critical as
production depends on them. Moreover,
machine learning software is harder to
maintain in case of errors. In contrast to
hard-coded rule-based systems, machine
learning algorithms infer rules from data.
Hence, the entire machine learning system
may change whenever new data is
recorded. Furthermore, extensive
monitoring and alerting of the system is
crucial to detect problems as early as
possible but can be hard to set up in
nondeterministic systems. Most
importantly, it is necessary to use state-
of-the-art cloud infrastructure which is
constantly updated to guarantee a high
availability. Clearly, real-world machine
learning systems need to be designed
very carefully so that even when parts of
the system fail, the core functionality
remains operational.

P A G E  7A L C E M Y  G M B H

Figure 2: Overview of a real-world machine learning system [5]



Continuous evolution
Changes in data source and addition of
new sources also pose challenges for
machine learning software in production
settings. Such modifications require
changes to the overall data processing
and machine learning models need to be
engineered to be backwards compatible
with older data and new novel sources
alike. Also, even if data sources remain
unchanged, data distributions are usually
non-stationary over time, because
cement plants undergo constant change,
such as mill charge setup and wear-
down. This requires constant re-training of
models with new data, a process which
needs to be automated in order to be
practical.

Moreover, as an academic field machine
learning is evolving rapidly and new
algorithms become available frequently.
Benchmarking cutting-edge algorithms in
a real-time environment is challenging as
the system will never be in the same state
twice. A carefully designed continuous
integration - continuous deployment (CI-
CD) pipeline is essential and allows new
features and algorithms to be tested
thoroughly in multiple sandbox
environments before being moved into
production. 

Given the above, it is not surprising that
an  internal R&D or data science team
capable of conducting POCs or pilots may
not be well suited for advancing machine
learning tools to a real-world production
environment.
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Why we chose predictive quality control as our first use case
How our machine learning system integrates with cement production in real-time
The data and processes which need to be in place so that your plant can benefit
from Alcemy’s system

Here we give an example of a machine learning application in cement production which
utilizes Alcemy’s predictive quality control. We discuss:

Increasing the amount of filler materials
like fine limestone and calcined clay in
cement mixes
Handling more efficient concrete mix
designs reliably, e.g. low-water and
high-performance concrete
Handling concrete mix designs with
larger quantities of recycled
construction waste substituting natural
aggregates
Substituting raw limestone with
alternative raw materials and
increasing alternative fuel rates

Predictive quality control for cement and
concrete promises enormous business
value for the future. Due to global
warming, shortage of input materials, and
massive urban growth, producers are
forced to make cement and concrete
more sustainable, e.g. produce more
concrete with less materials like clinker,
slag, fly ash, or gravel.

Ways to do this include:
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PREDICTIVE CEMENT QUALITY CONTROL AS OUR
FIRST USE CASE

Scarcer and fluctuating raw materials and
more challenging mixes will require a new
level of quality control in cement and
concrete production. Machine learning
can help producers achieve high quality
as well as produce lower-carbon cement
and concrete more efficiently, reliably, and
at scale.
Cement laboratories offer relatively clean
and manageable data which are well
suited for use in machine learning
systems. Data are usually well labeled and
conveniently stored in laboratory
information management systems (LIMS),
come in small volumes (~10 MB per day),
and are easier and safer to access than
sensor data from cement production.
Generations of cement staff have
attempted to predict 1, 2, 7, and 28-day
compressive strength, and machine
learning makes it possible to do this
accurately.

CASE STUDY: ALCEMY'S
PREDICTIVE QUALITY CONTROL



After producers have drawn samples and
analyzed them, e.g. with PSD, XRF, and XRD
(step 1), Alcemy comes into play.

In step 2, Alcemy predicts relevant cement
quality parameters that producers can
otherwise only find out with costly and
laborious experiments and/or time-
consuming cube testing.

In step 3, Alcemy outputs production
setpoints that counterbalance any
fluctuations coming from raw materials to
obtain constant-quality cement. These
outputs of either fineness setpoints (co-
grinding) or recipe setpoints (mixing)
appear in our application in the control
room. See Figure 4, where each box shows
setpoint information for a cement mill or
mixing unit.

Alcemy automates quality control, helping producers to manufacture cement with a
desired compressive strength, water demand, and setting time by varying grinding
fineness or cement recipe. Figure 3 illustrates where Alcemy fits into a typical quality
control process.
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Figure 3: Flow-chart of Alcemy cement predictive quality control system

HOW ALCEMY WORKS

In step 4, it is up to the control room
operator or to an expert system like a
MillMaster to adjust mill or mixing
parameters to achieve alcemy’s setpoint.

Figure 4: Output of Alcemy’s predictive quality control for
cement



Figure 5: Improvement of compressive strength standard deviation resulting from Alcemy’s predictive quality control

The effectiveness of Alcemy’s predictive quality control system can also be seen in
Figure 6. Alcemy’s system reduced a slag-based cement’s 28-day strength standard
deviation by 35%, despite the slag having high quality fluctuations, as demonstrated
by  TiO2-levels (TiO2 negatively influences the 28-day strength development of slag-
based cements).  The more consistent quality lead to reduced customer churn and
energy costs for grinding, helping our customer increase profits by approximately
€300,000 annually.

We have obtained results from a customer’s plant with Alcemy’s system in operation for
about a year. We reduced the standard deviations of compressive strength in all
cements controlled by Alcemy (Figure 5), even for cements with up to 80% of slag
additive.
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Figure 6:  Alcemy
reduced a  slag-based
cement’s 28-day
strength standard
deviation by ~35% (top)
despite high
fluctuations in slag
TiO2-levels (bottom)
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In order to understand the data required by Alcemy’s software, we look at representative
cement samples. These were drawn in January 2020 from different positions in the
production process of a customer’s cement plant.  

Dispatch samples
First, we examine a sample drawn from the bottom of a silo with finished cement, right
before dispatch, which we refer to as a dispatch sample. Figure 7 shows all data entries
of the dispatch sample 2020-01-00579 (thanks to the approval of spenner Zement). All
measurements in the blue tables are generated automatically by laboratory systems
like FLSmidth’s QCX/RoboLab or ThyssenKrupp’s Polab. Physical laboratory
measurements (green table) are usually measured by manually testing the sample in
different devices in a laboratory and transferring the results into a LIMS.

DATA USED BY ALCEMY

Figure 7:  Representative
dispatch sample data
Alcemy uses to train its
models. Tables are
grouped by device name
and data location. In the
first column the name of
the experiment is given,
followed by a value
(column 2) and the
corresponding
measurement unit
(column 3).



This data is used to train our prediction models to forecast water demand, compressive
strengths, or blaine-fineness. Data from at least two years of past samples is needed to
initially train our models. Afterwards, we need new data at least bi-weekly to re-train the
models. In our experience, the easiest way to set up such a data transfer is by utilizing
modern LIMS’ scheduled export functionality. 

Production samples
Second, we examine samples which are drawn during the production process, e.g. after
cement mills or after cement blending units, which we refer to as production samples.
So far, these samples have been drawn in order to check the milling fineness or enable
the mill operator to adjust the sulfate content. Production samples are crucial for
Alcemy’s software, as they are needed to optimize fineness or mixing targets in real-
time.
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When collaborating with a cement producer, Alcemy provides the machine learning
models and IT infrastructure and the producer is responsible for data collection. While
most cement plants already take samples and have chemical and physical laboratories,
they may lack the consistent data quality needed for successful machine learning. We
compiled this checklist to evaluate if your plant is ready to use Alcemy’s system. We are
happy to help to get machine learning ready if you miss some requirements. 

CHECKLIST FOR YOUR LAB PROCESSES

Sample collection and preparation
You can collect samples immediately
after your cement mills or blending units
which are representative of the cement.
A sample is representative if you take
three subsequent samples without
changing the separator or recipe and
the results differ less than 10% from one
another. This can also be achieved if the
sample withdrawal station draws
cement for an hour and then
homogenizes the sample
Your laboratory has an automatic
sample preparation unit that can
prepare multiple samples per hour to
go through x-ray devices like XRF or XRD,
e.g. grinding the sample and pressing it
into a tablet

Lab equipment
Your laboratory has a laser-based
particle size analyzer (PSD), x-ray
fluorescence device (XRF), and an x-ray
diffractometry device (XRD)
You have an employee dedicated to
making sure all devices stay on track,
using e.g. comparison samples, and
trained to re-calibrate
Optionally, you have a redundancy in
your PSD, XRF, and XRD devices - if one
device fails another one can take over
temporarily

Testing procedures
From every type of cement production
samples are taken at least once every 4
hours and dispatch samples at least
twice per week; dispatch samples are
used to pour prisms for strength testing
after 28 days
Both production and dispatch samples
undergo the exact same preparation
process and are analyzed by PSD, XRF,
and XRD devices with an identical
device calibration program 

Data transmittal
You can set up a scheduled export (e.g.
via a web-API, email, or shared Google
drive folder) of PSD, XRF, and XRD data
from production and dispatch samples
in a machine-readable format (such as
CSV) at least once every 15 minutes
You can set up a scheduled export of
physical laboratory test results in a
machine-readable format at least bi-
weekly

Historic data
Data from dispatch samples of all your
cements from the last two (preferably
more) years as shown in Figure 7 can
be exported in the same machine-
readable format as above initially
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SOURCES

CONCLUSION
We at Alcemy believe that machine learning systems are a very promising tool for the
cement industry. Predictive quality control powered by machine learning will enable the
production of high-precision, more sustainable concrete reliably and at scale despite
increasingly variable raw materials.  

By assisting milling and mixing processes in particular, machine learning can help achieve
vast improvements in product quality as well as a reduction in milling and operational cost.
Our software helped a customer reduce quality fluctuations by 33-50% and increase profits
by €300,000 annually. Our next target is using machine learning to produce concrete with
a desired rheology, workability, and compressive strength. 

However, the key to unlocking these improvements lies in the hands of the cement
producer: data quality. The data must be consistent. Labels of the data must be unique
and should not change over time. The data must be complete - the more individual data
points taken with each measurement, the better. Finally, data collection must be
automated and free of human intervention. Following these principles will enable cement
producers to extract the maximum possible value from their data. 

Though cement producers may be tempted to build their own solutions, internal teams are
often not well equipped to develop machine learning tools for a real-world production
environment. With our proven technology and  dedicated engineers, Alcemy enables
producers to harness the value of their data and stay competitive in an increasingly
complex industry.
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